Econ 522, Fall 2008, Dan Quint
Lecture 2 (Sept 4, 2008)

First, logistics…

· Some people have been added to the class; the process isn’t complete yet
· If you’re still not registered and want to be, put name on list 

· Sections start next week, not this week

· also, someone pointed out to me that Law’s Order is available as an online text if you have a City of Madison library card

Tuesday, we discussed

· the point of this class – using microeconomic tools to evaluate the incentives created by different laws and legal systems, and the actions and outcomes they will therefore lead to

· very brief history of the common law and civil law traditions

· one example of how the common law responds to existing norms and practices
I’ll begin with a useful distinction between two types of economic statements: positive and normative
· positive statements

· “economics of what is”

· can be descriptive: “U.S. GDP in 2007 was $13.8 trillion”

· or a theoretical prediction: “If prices increase, demand will fall”
· normative statements

· “economics of what ought to be”

· contains value judgment: “Government should encourage innovation”

The type of analysis I discussed on Tuesday is positive

· we’ll mostly be making theoretical claims: “if the law says this, it will lead to this outcome”.  (For example, “a rule of strict liability will lead to fewer accidents than a negligence rule”)

· however, in the background, we’d like to know when one outcome is better than another, to have a sense of how the law should be designed

· that will be today’s topic – in particular, we’ll examine the notion of efficiency, and arguments for whether the law should aim to be efficient
(I’ll also note that for now, I’m using the term “outcome” to mean just about everything: how much money each person has, what stuff they consume, how hard they work, how likely they are to get hit by a car, and so on.)
One possible standard for when one outcome is better than another: Pareto superiority.
· We say outcome A is Pareto superior to outcome B if everyone in society is at least as well off under A, and at least one person is strictly better off.
· Or to put it another way, a Pareto improvement is a change that makes nobody worse off and somebody better off.

· and an outcome is Pareto efficient if there are no available Pareto improvements

· For example, if my car is worth $3,000 to me and $5,000 to you, and I sell it to you for $4,000, that’s a Pareto improvement; you and I are both strictly better off, and nobody else is affected

· If one legal system leads to outcomes that are Pareto-superior to another, it’s pretty easy to argue that it’s better

· But Pareto improvements are pretty hard to come by.
· Most new laws or legal changes will create some winners and some losers – if we can only say one outcome is better if it’s Pareto-superior, there are very few normative statements we’ll be able to make
· Even in the car example, other people might end up worse off when I sell you my car – maybe my car’s ugly, so your neighbors end up a little worse off because you park it in front of your house

A weaker standard for “better” is Kaldor-Hicks superiority.
· The move from Outcome A to Outcome B is a Kaldor-Hicks improvement if you could turn it into a Pareto improvement by moving money around

· To put it another way, something can be a Kaldor-Hicks improvement and still have winners and losers; but the winners have to gain more than the losers lose; so that the losers could theoretically be given enough money to compensate for the change, and the winners would still come out ahead

· Kaldor-Hicks improvements are also called potential Pareto improvements
· An outcome is Kaldor-Hicks efficient if there are no available Kaldor-Hicks improvements

· Going back to our earlier example… if I value my car at $3,000 and you value it at $5,000, it’s a Pareto-improvement for me to sell it to you for $4,000; it’s a Kaldor-Hicks improvement for you to just take it
· Another way to think of it: Kaldor-Hicks efficiency is about maximizing the size of the overall pie, without any regard for how it’s divided – so taking away from me and giving to you is OK, as long as you get more than I give up

A reasonable question to ask: if we’re going to allow potential Pareto improvements, that is, changes where the winners gain enough to compensate the losers and still come out ahead, then why not just have them do that?  That is, if money is freely transferable, why not make the actual transfers to turn a Kaldor-Hicks improvement into a Pareto-improvement?

Polinsky, in his book, gives an example of a dam whose benefits would outweigh its costs, but whose benefits would go to one person and its costs to another.  Indeed, in those cases, rather than checking whether the gains are bigger than the losses, why not just see whether the winner was willing to pay the loser and turn it into a Pareto-improvement?

In a case like that with just two players, that may make sense.  But in some cases, there will be lots of winners and losers, and it may be hard to know exactly how much they’ve gained or lost.  For example, suppose you need to be somewhere, and can either drive or go by bus.
Driving’s a little more convenient – you can park pretty close to where you’re going, don’t have to worry about the bus schedule – so you’d rather drive.

On the other hand, driving imposes an externality on others – a little bit more pollution, a little bit more traffic, a little bit less parking – and overall, if you do the math, it’s more efficient for you to take the bus – the overall costs outweigh the benefits.

But it’s pretty hard to get everyone else on the road that day to contribute one cent, and everyone else in town who is breathing the air to contribute one-tenth of a cent, and everyone else who wants to park downtown that day to contribute five cents, to collect the $10 it would take for you to be just as happy taking the bus.

So in cases where the costs or benefits are diffuse, turning potential Pareto improvements into actual Pareto improvements may be nearly impossible, and it makes sense to at least consider Kaldor-Hicks improvements.

· When we use “efficiency” in this class, we’ll generally mean Kaldor-Hicks efficiency

· If one allocation is a Kaldor-Hicks improvement over another, we’ll say it’s more efficient

What Kaldor-Hicks efficiency really does is consider something an improvement if the winners gain more than the losers lose, where gains and losses are measured in dollars.

Ellickson, in the whaling article we discussed Tuesday, defines efficiency as

“Minimizing the objective sum of (1) transaction costs, and (2) deadweight losses arising from failures to exploit potential gains from trade”

Aside from transaction costs, which we’ll discuss in a few lectures, this is exactly the same as Kaldor-Hicks efficiency: potential gains from trade are just potential Pareto-improvements; deadweight losses are the failure to take advantage of them

(Recall the classic problem of the monopolist: supply and demand curves, supply too low/price too high.  Monopoly is inefficient, because potential gains from trade aren’t realized, creating DWL.) 

Posner, similarly, defines efficiency as “wealth maximization” – basically, maximizing the value of what is created and consumed in society.  Pretty similar.

Polinsky: “Efficiency corresponds to “the size of the pie”, while equity has to do with how it is sliced.”

We can consider efficiency in a number of different contexts:

· allocation of goods – efficiency requires that a scarce good be owned by whoever values it the most

· production – efficiency requires that a new good be produced whenever it is more valuable than its inputs

· labor/leisure – efficiency requires that you work as long as the value of what you produce is more than the value you attach to not working

and so on

We can also think of efficiency as utilitarianism – adding up everyone’s utility and maximizing the sum – with the additional assumption that everyone values $1 the same amount, so that if something is worth $5 to me and $4 to you, I must derive more utility from it

So, efficiency gives us one way to say that one outcome is better than another outcome.  The question then becomes: is it the right one?

But before we get to that, a little bit on what efficiency is not.

Efficiency is not equity.  Efficiency says nothing about how resources are divided up.  One of the classic critiques of Pareto-efficiency is that it’s always Pareto-efficient for one person to have everything and everyone else to have nothing.  Laws favoring businesses over consumers, or rich over poor, may turn out to be efficient, but may still not be socially desirable.

Efficiency is also not fairness.  That is, a law might be efficient, but still violate our intuitive notions of right and wrong.  One example we’ll see when we get to property law: 2005 Supreme Court case, Kelo v City of New London

· City of New London, CT wanted private firm to launch a redevelopment plan for a neighborhood (hotel/conf center, state park, apartments, office, retail space)

· Several homeowners refused to sell their land to the developer

· City invoked eminent domain – right to seize private property for public use – and forced them to sell

· Supreme Court sided with the city

· Using scarce resources for more valuable purpose – likely to be efficient, but taking them might violate our notion of what’s fair to existing owners

And finally, efficiency is not maximizing happiness
· Classical utility theory does not allow us to compare utility across individuals

· Kaldor-Hicks efficiency gets around this problem by equating utility to money, that is, by assuming that if I’m willing to pay more for something than you, I must value it more than you

· This rules out the possibility of really really really wanting something very badly but being unable to afford it

· Posner, in his book “Economic Analysis of Law”, points out the following (somewhat bleak) dilemma:

“Suppose that pituitary extract is in very short supply… and is therefore very expensive.  A poor family has a child who will be a dwarf if he doesn’t get some of the extract, but the family cannot afford the price [or borrow the money].  A rich family has a child who will grow to normal height, but the extract will add a few inches more, and his parents decide to buy it for him.  In the sense of value used in this book, the pituitary extract is more valuable to the rich family… because value is measured by willingness to pay; but the extract would confer greater happiness in the hands of the poor family.”

So those are some of the limitations of using efficiency as a measure of “better” or “worse” outcomes.  However, Posner, in the article on the syllabus, “The Ethical and Political Basis of Efficiency Norm in Common Law Adjudication,” argues that efficiency (or, as he puts it, wealth maximization) should indeed be the goal that the law strives for
And in chapter 1 of the textbook, Cooter and Ulen agree

So, why do they believe efficiency is the right aim for the law?

Posner takes a philosophical route to explaining why the law should be efficient.

· He begins with the observation that if you buy a lottery ticket and don’t win anything, you don’t have a right to complain – even though you lost out, you chose to make the bet, and have to accept the consequences

· He then says, suppose before we all start driving, everyone got together in a big meeting room, nobody knowing yet whether they were going to be the victim or the injurer in a traffic accident

· If one liability system is more efficient than the other, than not knowing which role we’d play, we wouldn’t worry about who the winners and losers are in each system, just the total amount of wealth created (or destroyed) by the system

· So if we put it to a vote, we’d all agree on the more efficient system

· He calls this “ex-ante consent” – even though we might be pissed off if someone rear-ends us and doesn’t have to pay, if that’s the more efficient rule, we would have agreed to it ex-ante, before the accident happened

· Of course, this consent is hypothetical – nobody took a poll right before cars were invented, asking whether we’d all prefer a strict liability or a negligence-based system of torts – but if they had, he figures we’d all have agreed to whatever was more efficient, so that’s good enough
(As a counterpoint, I’ve put on the syllabus a review of a Posner book, by Peter Hammond; he basically points out that all the classic problems with utilitarianism, still hold with Posner’s criteria of wealth-maximization, and critiques Posner’s arguments.  Have a look, if you like.)

Cooter and Ulen, on the other hand, take a more pragmatic approach to arguing why the law should be efficient

· They acknowledge that distribution matters – taking away from the poor and giving to the rich may not be the best idea

· However, they point out that there is more than one way to handle redistribution of wealth – it could be done through the law, or it could be done through the tax system

· And they argue that doing it through the tax system will work better

· So even if we’re worried about distribution, they argue, we should design the law to be efficient, and then use the tax system to redistribute wealth to get to the outcome we wanted

· They give several reasons why the tax system is better at redistributing wealth than the legal system:

· First, the tax system can more precisely target “rich” and “poor”, by focusing on income or assets

· If we tried to use the legal system to redistribute wealth, we’d have to target broader classes, that were only imperfectly correlated with rich and poor – for example, since investors are richer on average than consumers, we could pass laws that favored consumers over corporations; but this would be less precisely targeted to “rich” and “poor”, since some consumers are rich and some investors are not

· Second, distributional effects of legal changes are harder to predict

· Third, lawyers are expensive, so using the legal system to redistribute wealth would be costly

· Fourth, taxes tend to cause more distortion in peoples’ behavior the more narrowly they’re targeted.  If you tax bagels, people just stop buying bagels and buy donuts; if you tax food, people eat a little bit less and spend a little bit more on clothing; if you tax everything, people just consume a tiny bit less of everything.  Income taxes are very broad; laws designed to redistribute wealth would be more narrow, so they would lead to greater distortions.

· So they argue that even if you are worried about distributional issues, make the law efficient, and then redistribute wealth using taxes

So what do I think?

· I think economists sometimes fixate on efficiency and forget there’s anything else

· Efficiency is clearly an imperfect measure of “goodness” – distribution matters, not everything is monetizable, etc.
· But, it’s still a pretty good measure a lot of the time
· And I generally buy the idea that if you’re designing both the legal and tax systems from scratch, taxes are probably a better way to redistribute wealth

· In this class, we’ll be focusing mostly on positive analysis, not normative, so for now, we can let this go

Finally, I’d like to introduce a little bit of game theory.

Specifically, Static Games, or Simultaneous-Move Games

A static game is completely described by three things: 

· Who the PLAYERS are

· What ACTIONS are available to each player

· What PAYOFFS each player will get, given his own action and the actions of the other players

In two-player games where each player chooses between a finite number of alternatives, these can easily be presented via a payoff matrix

We’ll use a classic example, the Prisoner’s Dilemma:

	
	
	Player 2’s Action:
	

	
	
	Shut up
	Rat on his friend

	Player 1’s Action:
	Shut up
	-1, -1
	-10, 0

	
	Rat on his friend
	0, -10
	-5, -5


When one player’s best move does not depend on what his opponent does, this is called a DOMINANT STRATEGY.  In this case, considering only his own payoffs, player 1 is better off ratting on his friend, regardless of whether his friend keeps quiet (0 > -1) or rats (-5 > -10).  Similarly, player 2 is better off ratting, regardless of what player 1 does.  So game theory predicts that both players rat, for payoffs of (-5, -5), even though if they both kept quiet instead, they’d get (-1, -1).

In many games, players won’t have a single move that’s always best; their best move will depend on what the other player (or players) is doing.  In those cases, the way we solve a game is to look for Nash Equilibria.

Nash Equilibrium is a plan (an action) for each player such that if everyone else sticks to the plan, I should stick to the plan as well.  That is, a Nash Equilibrium is a set of strategies, one for each player, such that if I believe everyone else is going to play their equilibrium strategy, I can’t do any better by playing a different strategy.

In the Prisoner’s Dilemma, both players ratting turns out to be the only equilibrium.  The easiest way to find equilibria is to circle each player’s best-responses to his opponent’s potential moves:

	
	
	Player 2’s Action:
	

	
	
	Shut up
	Rat on his friend

	Player 1’s Action:
	Shut up
	-1, -1
	-10, 0

	
	Rat on his friend
	0, -10
	-5, -5


Any square that has both payoffs circled is a Nash Equilibrium.

Some games will have multiple equilibria.  For example, the Battle of the Sexes:

	
	
	Player 2’s Action:
	

	
	
	Baseball Game
	Opera

	Player 1’s Action:
	Baseball Game
	6,3
	0,0

	
	Opera
	0,0
	3,6


Some games will have multiple equilibria where one seems obviously better than the other:

	
	
	Player 2’s Action:
	

	
	
	Left
	Right

	Player 1’s Action:
	Up
	50,50
	0,0

	
	Down
	0,0
	1,1


In this case, (Up, Left) Pareto-dominates (Down, Right) – both players are better off.  So if the players could communicate, you’d expect them to play the “better” equilibrium.  But (Down, Right) is still an equilibrium – if 1 expects 2 to play Right, he should play Down; and if 2 expects 1 to play Down, he should play Right.

Some games – especially games where the players’ interests are opposite to each other – do not have any equilibria where each player plays a single strategy.  Instead, equilibria are found by assuming that each player flips a coin at the last minute, and does what the coin says; his opponent knows what probability he puts on playing each of his actions, but not which one he will actually use.  An example of this is if we played Rock/Paper/Scissors, with the loser paying the winner a dollar:

	
	
	Player 2:
	
	

	
	
	Rock
	Paper
	Scissors

	Player 1:
	Rock
	0,0
	-1, 1
	1, -1

	
	Paper
	1, -1
	0,0
	-1, 1

	
	Scissors
	-1, 1
	1, -1
	0,0


It turns out, the only equilibrium in this game is for each of us to play each strategy with equal probabilities.  This is called a MIXED-STRATEGY EQUILIBRIUM.  But in this class, we’ll be focusing on games that do have pure-strategy equilibria.

