Econ 522 – Lecture 17 (Nov 6 2007)
Midterms are graded, I’ll hand them back after lecture, and I’ll say something about the distribution of scores at the end.
I do want to talk a bit about question 2, though.  A number of people confused two types of efficiency, and I wanted to go over the problem a bit to clear it up.

Question 2 was about a doctor who treats an unconscious accident victim.  People related the question to the ideas of fortuitous and anticipated rescue, to the doctrines of duress and necessity, and to the doctrine of legal incompetence or the requirement of a “meeting of the minds,” all of which are valid comparisons.  However, the key to answering this question was just to be able to take a rule and examine the incentives it creates.
The question described the following situation:
“A physician comes upon an auto accident, stops, and treats an unconscious and badly bleeding victim.  A week later the victim receives a bill for services rendered.  Must he pay it?”

You were then asked to consider four possible rules, and argue which one would lead to the most efficient outcomes.  The four rules:

(i) the victim need not pay anything

(ii) the victim must pay the value of materials used

(iii) the victim must pay the market rate for comparable medical services

(iv) the victim must pay whatever the doctor demands

A number of people argued that rule 4 would be inefficient, because it would leave the victim worse off than if he hadn’t been treated.  But this is the wrong measure of efficiency.  Since the victim’s loss is the doctor’s gain, this outcome – where the doctor treats the victim, and then charges him an insane amount of money – is still efficient, in the Kaldor-Hicks sense.  Remember the example from September of my having an apple that’s worth $2 to me and $3 to you.  You grabbing the apple when my back is turned makes me worse off, but it’s still efficient, since there’s some amount of compensation that would turn that transfer into a Pareto-improvement.
In a Kaldor-Hicks world where everyone values money the same, efficiency is the same as maximizing the sum of everyone’s payoffs.  In this case, this has already been accomplished once the doctor treats the victim – transfers after the fact don’t matter for efficiency.
Going back to the doctor example, let’s make it more concrete by picking some numbers.  Suppose that…

· the victim values being treated at $100,000.  (If this doctor doesn’t treat him, maybe there’s still the possibility that another doctor comes along, or this doctor will call 911, but he’ll be much worse off for the delay.)

· it costs the doctor $500 to treat him – $100 for bandages and other supplies, and $400 in time and inconvenience

· the going rate for the same services are $2,000

· the accident victim is rich, so if the doctor could charge whatever he wanted, he’d bill the man $1,000,000, and the man would pay it if the court said he had to

Now suppose the accident has already happened, the doctor has already treated the victim, and all that’s left is to decide how much he should get paid.  Which rule is the most efficient?

	Rule
	Victim’s Payoff
	Doctor’s Payoff
	Total Payoffs

	1
	100,000
	-500
	99,500

	2
	99,900
	-400
	99,500

	3
	98,000
	1,500
	99,500

	4
	-900,000
	999,500
	99,500


All four rules end up being equally efficient.  Why?  We are in a Kaldor-Hicks world, and we’re assuming a dollar has the same value to everyone, so efficiency is the same as maximizing the sum of everyone’s payoffs.  In this case, “the damage is already done” – the accident has occurred, the doctor has treated the victim – and all we’re doing is deciding on a transfer.  In a Kaldor-Hicks world, transfers have no effect on efficiency.

So which rule is most efficient?  To answer this, we need to figure out which one gives the right incentives.  Since treating the victim creates value, we need to see which rule encourages victims to receive treatment, or creates the right incentive on other margins.

Under Rule 1, the doctor receives no compensation for treating the victim.  If the doctor is a good person, he may choose to stop and help anyway; but we certainly wouldn’t expect him to go out of his way.  (He might take a different route home, avoiding dangerous roads so he won’t be put in the position of wasting time and supplies.)  If the doctor receives no compensation, we expect his services to be undersupplied, which is bad.
Rule 2 is similar, just not quite as bad.  Now the doctor is getting the bandages he uses replaced, but he’s still incurring some costs – his time, the inconvenience of arriving at dinner late and with blood on his shirt.  Again, he’s being compensated less than his actual costs, so we’d expect him to not go out of his way to help accident victims.

Rule 3 doesn’t have this problem.  Since he’s chosen to be a doctor, we can safely assume that the doctor is willing to perform medical services at the going rate – otherwise, he’d have chosen a different profession.  So under rule 3, we expect the doctor, if he stumbles on the victim by chance, to be happy to help, creating value.  Of course, rule 3 still doesn’t give a strong incentive to go out looking for car accidents, just to help victims you find by chance.  But that’s still better than the first two.
Rule 4, on the other hand, creates a huge incentive for the doctor to help.  Under rule 4, in fact, the doctor might choose to scale back his hours at the hospital, just to spend more of his time driving around, looking for accident victims, knowing that once he finds one, he can pretty much retire.  Since the private benefit to the doctor is higher than the social benefit – $1,000,000 > $100,000 – now rescue services will be oversupplied.  But this supply has to come from somewhere – now doctors will spend less time treating “ordinary” patients they can’t overcharge.

So looking at it this way, rule 3 seems to be the most efficient.  A couple further thoughts on this:

· In order to create the “perfect” incentive for doctors to find and treat unconscious victims, we would set their reward equal to the social value they created – $100,000.  However, if finding and treating accident victims was so important that it merited a $100,000 reward, it might be better to have some doctors specifically tasked with doing this – patrolling dangerous roads looking for accidents.  By organizing it centrally, doctors could be prevented from duplicating their efforts (“competing” with each other to find accident victims), which would be wasted resources.
· Rule 4 might also create an incentive on drivers to drive less, knowing that a nonfatal accident might bankrupt them for life.  In a world with one doctor and one driver, rule 4 would lead to the driver driving less than is socially optimal.  Of course, we might see driving as something that imposes a negative externality on others – through pollution, or through congested roads – so giving an incentive to drive less might be a good thing.  However, even if this is the case, there should be a much more direct way to give people incentives to drive less (toll roads, gas taxes, etc.) that cause less distortion in other dimensions.
· Finally, we’ve been working in a Kaldor-Hicks world, where everyone values a dollar the same.  We might think that if the victim is poor and the doctor is rich, transferring resources from the doctor to the victim – by having him pay less – might be a good thing.  But once again, we come to the Posner argument from the first week of class; that even if this is so, the tax code is a better way to do it than through the law.  That is, if we want to transfer resources from the rich to the poor, we should do it by taxing the rich and giving it to the poor; not by allowing people to not pay their doctors.
The reason I wanted to go over this, was because this is really the essence of law and economics – the ability to take a rule, examine the incentives it creates, and therefore predict how it will affect peoples’ actions and what the resulting outcomes will be.  Question 3 (trees and neighbors) is exactly the same problem, just with less structure.  If you did well on these problems, you understand the fundamentals of this class.

Back now to tort law.  
Obviously, the more carefully I drive, the less likely I am to hit you.

If transaction costs are low, we can negotiate ahead of time, not for my right to hit you, but for how carefully I’ll drive.

Obviously, this doesn’t work in practice; too many drivers, and too hard to “commit” to the correct level of care.

But, what will happen to me in the event I hit you will affect how carefully I drive; that is, tort law creates incentives, and I will decide on my behavior as a response.

Cooter and Ulen describe the essence of tort law as the use of liability to get injurers to internalize the externalities their behaviors cause.

Last Thursday, we introduced the three key elements of a tort action under the traditional theory:
· harm

· causation

· breach of duty (negligence)

A rule requiring only the first two is a strict liability rule; a rule requiring all three is a negligence rule.  A negligence rule means you are not liable for harms you caused, provided you satisfied a legal standard for care/precaution; so a negligence rule is also dependent on establishing a legal standard for how much precaution is necessary.  Under the common law, this standard is often reasonable care, that is, the amount of precaution a reasonable person would have undertaken.

Today, we introduce an economic model of precaution and harm, and look at the incentives that different liability rules create.

To begin with, suppose there is some type of accident that may or may not happen – I may run into you in my car, a manufacturer may accidentally use lead paint in its toys, etc.  There is also some amount of precaution that can be taken that makes the accident less likely.
Let

· x denote the level of precaution

· p(x) the probability an accident occurs, given that level of precaution

· (so p(x) is decreasing in x – more precaution = fewer accidents)

· A be the cost of an accident

· w the cost of each incremental unit of precaution (could be money, time, inconvenience)

Then the cost of precaution is wx, and the expected cost of accidents is p(x) A.

We can graph these against x, the level of precaution:


[image: image1]
The total social cost due to this type of accident is the expected cost of accidents, plus the resources spent in prevention:

Social Cost = wx + p(x) A

So the efficient level of precaution will be the level of precaution that minimizes this.
(Add social cost to the graph)
Calculus: to minimize wx + p(x) A, we take the derivative w.r.t. x, and find 

w + p’(x)A = 0

or at the efficient level of precaution, x*, 
w = – p’(x*) A
(LHS is marginal social cost of precaution; RHS is marginal social benefit; optimal level sets marginal cost = marginal benefit)
Under reasonable assumptions…
When x < x*, -p’(x) A > w; the marginal social benefit of more precaution is bigger than its cost, and so more precaution is better.

When x > x*, -p’(x) A < w; the marginal social benefit of more precaution is less than its cost, and so less precaution would be optimal.

Note that we haven’t yet specified who is taking this precaution.  In many cases, it is mainly the injurer who can take precautions to reduce the likelihood of accidents.  In some cases, the victim can also take precautions.  The book gives a bunch of examples where both the injurer and the victim has some influence on the likelihood of an accident:

	Accident
	Injurer’s precaution
	Victim’s precaution

	Faulty electrical wiring causes house fire
	Manufacture wiring more carefully
	Fireproof the house

	Moving car hits parked car
	Drive more safely
	Park car in safer location

	Car hits pedestrian
	Drive more safety
	Walk more safely

	Software fails
	Better design of software
	Back up data at risk*

	Exploding coke bottles
	Improve quality control
	Handle bottles carefully

	Medicine causes side effects
	Improve warning label
	Study warning level/interactions carefully


(* This one doesn’t really fit their setup, since it really lowers the cost of each accident, not the probability of an accident occurring)

They then use this general setup to look at different liability rules.
Case 1: No Liability
Since we’ll be considering the actions of both the victim and the injurer, we’ll use subscripts to indicate who we’re talking about.

We’ll look first at the victim’s actions.  Let xv be the level of precaution taken by the victim.  The victim incurs the full cost of the accidents, A, if there is no liability; so he chooses a precaution level to minimize

wv xv + p(xv) A

which leads him to a level of precaution xv* which solves

wv = - p’(xv*) A

(since the left-hand side is his marginal cost of more precaution and the right-hand side is his marginal private benefit)

Thus, a rule of no liability causes the victim to bear the entire cost of the accident, and therefore leads the victim to select the socially optimal level of victim precaution.

Case 2: Strict liability

If the victim expects to receive damages of D in the event of an accident, the effective cost of an accident to him is not A – D; so the victim now chooses xv to minimize

wv xv + p(xv) (A – D)

Suppose that the victim were to receive perfect compensation, that is, D were chosen to truly compensate the victim for the exact level of harm he received.  Then D = A, so the second term disappears; so the victim would simply minimize wv xv, by setting xv = 0.
Under a rule of strict liability (and assuming perfect compensation), accidents cost the victim nothing; so strict liability gives the victim no incentive to take precaution.

Now consider the same two cases, no liability and strict liability, and consider the incentives on the injurer.  Under no liability, the injurer does not internalize the cost of the accident.  So he faces the problem of choosing a level of precaution xi to minimize

wi xi
which is minimized by setting xi = 0.  So a rule of no liability (not surprisingly) gives the injurer no incentive to take precautions.
Under strict liability, on the other hand, the injurer internalizes the full cost of the accident – since he pays damages of D in the event of an accident, he chooses xi to minimize

wi xi + p(xi) D

When D = A (perfect compensation), this is

wi xi + p(xi) A

The injurer minimizes this by solving

wi = - p’(xi) A

Since strict liability leads the injurer to internalize the cost of the accident, strict liability leads the injurer to take efficient precaution.

We can sum up the results so far:

	Legal Rule
	Victim’s Precaution
	Injurer’s Precaution

	No liability
	Efficient
	Zero

	Strict liability
	Zero
	Efficient


That’s what happens when only one party or the other is able to take precautions to prevent an accident; that case is referred to as unilateral precaution.  Our results so far suggest that when only the victim is able to take precautions to prevent the accident, a rule of no liability is preferable; and when only the injurer is able to take precautions, a rule of strict liability is preferable.

(This is exactly analogous to the problem we saw in contract law, of allocating a risk to the lowest-cost avoider.  When one party – in this case, victim or injurer – can take precautions and the other cannot, that first party is the low-cost avoider.  Making them bear the cost of the accident leads to efficient unilateral precaution.)

However, we already saw a bunch of examples where both the victim and the injurer could take actions to reduce the likelihood of an accident; and in many cases, efficiency will depend on both sides taking precautions.  This is the case of bilateral precaution.  In that case, the probability of an accident is a function of both parties’ precaution levels, and the social cost of accidents is
SC = wv xv + wi xi + p(xv, xi) A

We already saw that a rule of no liability leads to efficient xv but zero xi; and that a rule of strict liability leads to efficient xi but zero xv.  Choosing a level of damages between 0 and A would cause the injurer to internalize some, but not all, of the harm; this would lead to both xi and xv being set greater than 0, but lower than the efficient level.

We saw this problem before, in the context of contract law, when we saw that there was no rule for breach remedy that set efficient incentives for both the promisor and the promisee.  Cooter and Ulen refer to it as the paradox of compensation.  Here, we find the same thing: there is no level of damages that sets the correct incentive for precaution by both the injurer and the victim.

However, in tort law, there is a way around this.  We already defined a negligence rule, under which the injurer is liable for harm only if he did not take certain precautions.  That is, in tort law, we can make damages depend not only on whether an accident occurred, but also on the level of precaution that the parties took ahead of time.  This may allow us to get both incentives right.

Case 3: Negligence Rule
A negligence rule says that the injurer is liable for damages if his precaution level was below the legal standard of care, x~.  So for x < x~, damages would be D = A; for x >= x~, damages would be D = 0.

If we go back to the graphs we drew earlier, then, the total expected cost to the injurer (from both precaution and expected damages) will be

wx + p(x) A

for x < x~, and just wx for x >= x~, since when x >= x~, the injurer is not liable for damages.

How this actually looks will depend on how x~, the legal standard for precaution, relates to x*, the efficient level of precaution.  For now, let’s assume they’re equal, that is, x~ = x*.

The dark-shaded curve is the injurer’s expected private costs under a liability rule, when x~ = x*:
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At x < x*, we know that wx + p(x)A is decreasing; and so the injurer’s expected costs are decreasing.  Similarly, we know that wx is increasing, so above x*, the injurer’s expected costs, which are just wx, are increasing.  So expected costs are minimized by setting x = x*, the efficient level.

So a negligence rule, with a legal standard of care x~ equal to the efficient level x*, leads to an efficient level of injurer precation.
What about the victim’s incentives?

The victim knows that under a negligence rule, the injurer will take precaution x*; and therefore, if an accident occurs, the injurer will not be liable.  So now the victim is facing the full cost of any accident which occurs; which means that the victim also takes the efficient level of precaution.

So now we’ve found a solution to the “paradox of compensation”:

A negligence rule, combined with an efficient legal standard for care, leads to efficient precaution by both injurer and victim.

Which is pretty cool.

So we can add another row to our table of results from before:

	Legal Rule
	Victim’s Precaution
	Injurer’s Precaution

	No liability
	Efficient
	Zero

	Strict liability
	Zero
	Efficient

	Negligence, x~ = x*
	Efficient
	Efficient


In fact, in cases of bilateral precaution, there are several different ways to implement a negligence rule.  The one that we have seen so far is called simple negligence.  Under a simple negligence rule, the injurer is liable if his level of precaution, xi, was below the legal standard, xi~; if it was above xi~, he is not liable.  And that’s the whole story.
Under a different rule, however, a negligent injurer can escape liability if the victim was also being negligent.  For example, if I’m driving carelessly (talking on my phone, changing CDs) and hit someone, I may be liable; but if I can show that the guy I hit was drunk, and stumbled into the street right in front of me, his negligence cancels out mine and I don’t owe him damages.  This type of rule is called

negligence with a defense of contributory negligence

Under this rule, if the injurer took insufficient precautions, xi < xi~, and the victim took sufficient precautions, xv >= xv~, then the injurer is liable for damages

However, if the injurer took sufficient care, xi >= xi~; OR the injurer was negligent, xi < xi~, but so was the victim, xv < xv~, then the injurer is not liable for damages.

Like simple negligence, a rule of negligence with a defense of contributory negligence (with standards of care equal to their efficient levels) leads to efficient precaution by both parties.  The injurer expects the victim to take the efficient precautions, xv = xv~; so he knows that if he takes insufficient care, xi < xi~, he’ll be liable, and if he takes sufficient care, xi >= xi~, he will not be; so he minimizes expected costs by setting xi = xi~ = xi*.

The victim, on the other hand, expects the injurer to take efficient precautions, so he expects to receive no damages, whether or not he himself is negligent; so he sets the efficient level of care, xv = xv*.

A third type of rule holds that if both parties are negligent and an accident occurs, then since they share the blame, they should share the responsibility.  This is referred to as comparative negligence.  If the injurer is not negligent, xi >= xi~, he owes no damages.  If the injurer is negligent, xi < xi~, and the victim is not, xv >= xv~, then the injurer bears the full cost of the accident.  But if both were negligent, xi < xi~ and xv < xv~, then they share the cost of the accident; damages are paid, but they are less than the full cost of the accident.  (In theory, the damages are based on the relative contribution of each side’s negligence to the accident, or the relative amounts that each one is at fault.)

Like the other two rules, comparative negligence (with efficient legal standards) also leads to both parties taking the efficient level of precaution.
We’ve now considered three variations of a negligence rule:

· Simple negligence

· Negligence with a defense of contributory negligence

· Comparative negligence

One other variation to consider is a rule of strict liability with a defense of contributory negligence.  That is, regardless of his level of care xi, the injurer is liable for damages, unless the victim was negligent, in which case he is not.  Formally, if xv >= xv~, the injurer is liable; if xv < xv~, the injurer is not.  Cooter and Ulen point out that this rule is sometimes used with consumer products.  A manufacturer of a defective product is often liable for damages, except when the consumer was negligent in how they used the product.  (If a coke bottle explodes in my hand, Coca-Cola is liable; but if I left it in the sun and shook it, then not so much.)
Once again, this type of rule (with appropriate standards) leads to efficient precaution by both parties.  The logic is the same.  The victim, knowing he will be liable if he is negligent, does best by choosing the legally required level of care, xv = xv~.  So the injurer internalizes the full cost of any accidents, and therefore takes the efficient level of care, xi = xi*.

So we have now seen the following:

· No liability leads to efficient care by the victim, but no care by the injurer

· Strict liability leads to no care by the victim, efficient care by the injurer

· Any of the four variations on a negligence rule (with legal standards equal to efficient levels of precaution) lead to efficient care by both parties

(With basically any version of a negligence rule, one of the two parties can escape liability by meeting the legal standard for care.  As long as that legal standard coincides with the efficient level, that leads one party to take efficient precaution.  But this leaves the other party facing the entire social cost of the accident, and therefore leads that party to take the efficient level of precaution as well, for the purely selfish reason of minimizing expected private cost.)

We’ve been looking at cases of bilateral precaution – that is, cases where some degree of care from both parties is efficient.  There are also some instances where either party could take precaution, but efficiency only requires one of them to.  (Picture two drivers on a dark road that both of them know well.  Really only one of them needs to have his headlights on – it could be either one.)  This is referred to as redundant precaution.

In the case of continuous levels of precaution, everything still carries through.  However, when precaution is discontinuous – such as your headlights being on or off – different negligence rules will not all lead to efficient precaution.  Cooter and Ulen give the example that a driver can fasten his seat belt a lot more easily than a car company could design a seat belt that fastens automatically.  Under a simple negligence rule, a driver who didn’t buckle his seat belt could sue the car company, so the car company might choose to incur the higher costs of the auto-buckle.  Under a negligence rule with a defense of contributory negligence, the car company would not have to do this to escape liability, and a rational driver might choose to buckle up manually.

As long as things are continuous, though, redundant precaution isn’t a problem.

Thursday, we’ll finish up the economic theory of tort law; next week, we’ll move on to applications.
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